
 

 

 

Just because you’re paranoid, doesn’t mean that they 
aren’t out to get you 

Zero Trust in a Cloud Native Environment 

In today’s world, it is no longer sufficient for an organization to deliver the 

applications and services that its customers and partners want and in the 

timeframe that it is required.  Most any organization is now the 

repository of not only its own sensitive data but also that of those same 

customers and partners.  Over time, use of analytics and big data has 

driven organizations to collect a continually expanding warehouse of data 

on those same partners and customers.   

Going forward, the loss of those sensitive datasets will not only injure the 

organization itself but also inflict chronic (the loss of SSNs, etc.) and 

substantial injury to those same third parties. This will, in turn, ensure 

substantial and long-lasting reputational, financial, and potentially 

legal/regulatory damage to the breached organization. 

As such, it would seem prudent for organizations to spend substantial 

resources to protect such data sets, and many do, but the number of 

publicly disclosed damaging breaches is ever increasing.  Obviously, we 

are missing something.  We must be trusting things or processes that 

shouldn’t (or can’t) be trusted.  Maybe it’s time to look at this problem 

space from a different angle. 
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Introduction 

It can seem as if today’s threat environment is almost intractable. Every 

day there is another breach, another front-page story, another executive 

in front of a governmental inquiry.  What’s changed?  Are we really less 

secure today, as compared to yesterday?  While the tools available to the 

general adversary community are certainly more advanced, and easily 

used (thanks, in part, to breaches of various national communications 

security agencies themselves), the vulnerabilities that are being exploited 

are not new.  In fact, we have lived them since we first started networking 

computers.  Those vulnerabilities are grounded in an assumption that the 

‘outside’ is dangerous, but once you are inside the perimeter, everything 

is trustable.  We inherently trust our infrastructure.  That trust is very 

much misplaced.  If we want to stop the hemorrhaging, we must stop 

blindly trusting our infrastructure and our workloads.  We must start with 

a position where no level of trust can be assumed, and instead, we must 

build up a level of trust in the workloads and their supporting 

infrastructure that is sufficient to allow us to protect the data sets and 

processes that are in our charge. 

Compounding this problem is that the modern cloud native application 

environment is ever changing.  The components are constantly changing 

as are their interrelationships.  If the trust model has been built on static 

primitives, it will be valid until the next change in the environment (i.e. 

that trust model will have a lifetime measured in seconds or, at most 

minutes).  You can not build a static trust model on shifting sands. 

Cloud native systems, such as Kubernetes, utilize a model based on 

metadata and distributed decision making and action that not only 

addresses that dynamism but embraces it.  The amount of static 

configuration is limited to that necessary to bootstrap the environment. 
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We can leverage that same set of concepts to build a cloud native trust 

model, and avoid the hazards of a static one. 

Zero Trust in Context 

Beyond Corp & Zero Trust Networking 

Just as in everything else in this industry, the concepts of zero trust 

networking are not new, and in fact have been discussed by security 

professionals and in academic circles since the early days of the NSFNet, 

at least.  However, sometimes it takes a push to move something from 

esoterica to the mainstream.  For Zero Trust, it is arguable that the 

Beyond Corp papers that Google published in Usenix were that seminal 

event.  They outlined not only the problem statement, but stated that 

they were going to address the problem, and went as far as telling the 

world how they were going to do it.  To say that it was a shot across the 

bow to the established IT security industry is an understatement. 

The actual Beyond Corp model is one mainly focused on end-users and 

end-user environments.  However, the architectural concepts are equally 

applicable to the cloud native application connectivity world, even if the 

implementation may be different. 

The authors of Zero Trust Networking  have a concise definition of what 1

Zero Trust Networking assumes and/or requires.  The book is a good 

read for a fairly in-depth review of zero trust networking. 

● The network is always assumed to be hostile 

● External and internal threats exist on the network at all times 

● Network locality is not sufficient for deciding trust 

1 Zero Trust Networking, Evan Gilman and Doug Barth, O’Reilly Media, 2017. 
http://shop.oreilly.com/product/0636920052265.do 
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● Every device, user, and network flow is authenticated and 

authorized 

● Policies must be dynamic and calculated from as many sources of 

data as possible 

Many people will tell you that micro-segmentation is sufficient to enforce 

security in today’s world.  But, if you follow the Zero Trust model (as 

summarized above), you will see that that is not the case. 

Micro-segmentation can -- and should -- be a mechanism to enforce the 

derived policies (as close to the end point as possible), but does not meet 

many of the other assumptions or requirements of the model.  In short, 

micro-segmentation is necessary, but not sufficient. 

“...the days of perimeter security being 

sufficient are behind us -- we have crossed 

‘Peak Firewall’.” 

Is This a New Requirement? 

From the earliest days of the network, there has always been an 

understanding that the endpoint (classically a host) must be protected 

and that assignment of trust needs to be driven by the actual user (or, by 

proxy, the application).  With the explosion of the networked PC, initially 

in the corporate environment, and its inability to reliably identify its user 

and/or protect itself, a workaround had to be deployed.  The answer was 

the bastion host, which we now routinely refer to as a firewall.   

Ok, so what’s changed? 

While firewalls have certainly provided some level of perimeter 

protection, they have always been a proxy for the real gold standard, 

which is identity-based endpoint protection.  However, as the threat 
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environment has become more diverse and challenging, automated 

social engineering techniques cheaper and more effective, and the 

environment within the perimeter more dynamic, inscrutable and 

complex, the days of perimeter security being sufficient are behind us -- 

we have crossed Peak Firewall. 

This does not mean that there is no place for a firewall in the modern 

environment, perimeter security is still necessary, but it is most certainly 

no longer sufficient. 

This is especially true in the cloud native world.  The environment within 

the perimeter is made up of an ever-changing, ever-growing set of 

components of variable providence and ever-evolving meshes of data 

flows. 

At the same time, the tools that have evolved with the evolution of 

cloud-native patterns, things like meta-data driven orchestration, 

distributed action, and eventual consistency now allow us to go back to 

the original model, and embrace what is now called Zero Trust. 

Zero Trust in a Cloud Native Infrastructure 

“Not only can you say that ‘Zero Trust 

Networking’s time has come,’ you can also 

say ‘Zero Trust Networking has come just in 

time’.” 

How Do We Map Zero Trust into Cloud Native? 

So, how do we map those Zero Trust concepts to the cloud native 

environment? Actually, it's fairly straight-forward.  Let’s take each of those 
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assumptions or concepts and consider them from a cloud native 

perspective. 

The network is always assumed to be hostile 

Kubernetes and its kin make very few assumptions about the capabilities 

or trust of the underlying network.  The most used network policy 

solutions for Kubernetes enforce that policy within the host under 

Kubernetes control, and do not require, or rely on, the underlying 

network infrastructure for that policy enforcement.  The only thing 

required is that the network delivers the packets to their correct 

destination.   

While there is no reliance on the underlying network infrastructure for 

policy enforcement, a hostile network could still deliver the packets to a 

hostile node (to enable a man-in-the-middle attack, for example) or fail to 

deliver the packets at all.  While the second mode of “attack” is fairly easy 

to diagnose, the man-in-the-middle attack is harder.  We’ll address this 

one a bit later in the paper. 

External and internal threats exist on the network at all times 

Cloud native environments are variable in their response to this concept. 

Most of them have enabled a number of solutions that allow you to 

address this, often utilizing the concept of least privilege.  The use of 

things like Role Based Access Control (RBAC) and Transport Layer Security 

(TLS) for control and management functions, and the enablement of 

namespaces and network policy to control the actual workloads’ 

permitted actions can address this.  However, in most instances, these 

are capabilities that the user must enable.  Therefore, the primitives are 

there but often are not enforced by default. 

Network locality is not sufficient for deciding trust 

The assumption that network locality (as represented by network 

segment and/or IP address) can be a proxy for identity has long been a 
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security fig leaf.  The ephemerality of instances of a given workload or 

service, and therefore, network location, in a cloud native environment 

rips that fig leaf away.  Platforms such as Kubernetes are actually explicit 

that IP address are not reliable for long-term identification, and 

therefore, are not a reliable trust anchor.  

Every device, user, and network flow is authenticated and 

authorized 

This is a corollary of the threats exist on the network at all times topic 

above.  

Policies must be dynamic and calculated from as many sources of 

data as possible 

Everything in a cloud native environment is dynamic, where the entire 

platform makes real-time operational decisions based on the synthesis of 

multiple pieces of metadata.  In fact, in Kubernetes, the very network 

policy model is one based on metadata that is attached to workloads, 

services, and the like. 

One other thing to keep in mind is that applications, services, and 

workloads in a cloud native environment act as proxies for their users 

and system users  and, as such, we can map applications and services to 2

the concept of a user in the zero trust model. 

2 A concept where a service offered by the environment acts on the behalf of 
the environment and inherits a many of the same aspects as a user.  An 
example is the mail user that underpins the e-mail service on most 
Unix/Linux hosts. 

 

Zero Trust in a Cloud Native Environment 

 

Page 8 of 14 

 



 

Is Zero Trust Really Required? 

There is a headline from The Guardian newspaper that I think sums up 

the current state of affairs quite nicely -- “The state of cybersecurity: we’re 

all screwed.”  3

While written to be attention-getting, it is a reasonable and succinct 

indictment of where we currently are.  Let’s unpack that statement a bit, 

within the context of a cloud native environment. 

As the cloud-native environment evolves, what is already semi-opaque 

without automation will become completely opaque as the cardinality 

and rate of change continue to increase.  Not only will it be impossible to 

secure the environment, the only way you will even be able to tell you 

have had an incident or a breach is if the adversary sees fit to inform you 

of that fact, either directly (ransom) or by visibly acting on the fruits of 

their labor in a way that irrefutably attributes the source to you.   If we 4

are, as The Guardian declares, already screwed, what’s waiting for us will 

be much, much worse.  However, if we actually embrace a zero trust 

model, we should be able to not only avoid a fatal diagnosis but 

substantially improve our posture.  Many of the attacks today work, in 

large part, because we have too much-misplaced trust. 

3https://www.theguardian.com/technology/2016/aug/08/cyber-security-black
-hat-defcon-hacking 
4 There are any number of examples here, from the sale of tens of millions of 
customers’ credit card numbers, the marketing of all of an e-mail providers 
customer records, or the sale of all of the financially identifying data of a 
large portion of the US and UK population. 
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What Do We Need To Do? 

“In short, micro-segmentation is necessary, 

but not sufficient.” 

Let’s go back to those same zero trust concepts again. 

The network is always assumed to be hostile 

First of all, we have to actually internalize this and design our 

architectures, operational and application delivery models with this 

concept forefront in our mind.  Unless proven otherwise, all things are 

suspect.  Many people still assume the network as the trusted 

component, and things allowed to talk on the network are, by 

association, also trusted.  This is a false assumption. 

To combat network-enabled man-in-the-middle attacks, use encryption 

from within the trust boundary.  This could be done by session and/or 5

network level approaches, such as TLS or IPSec. 

External and internal threats exist on the network at all times 

Enable the features provided by your platform(s), such as your 

orchestrator, network, storage, etc. that support a concept of least 

privilege and verifiable authentication and authorization.  You should 

make use of namespaces, policies that deny by default, and RBAC.  

Make sure that any transactions in the infrastructure, especially 

management and control transactions, are auditable and non-repudiable. 

When encryption is used, ensure that the identities provided by 

certificates are valid and represent not only the who but the what that 

that certificate should enable and are traceable to the provenance of the 

5 Depending on the level of trust needed, this could be the workload itself, 
such as a Kubernetes pod, or the underlying worker node. 
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entity that is granted the certificate. Make sure that you use mutual 

authentication for encryption such as mutual TLS (mTLS) when needed 

and make sure that certificates are rigorously validated. 

Network locality is not sufficient for deciding trust 

This one is simple, do not rely on IP address, VLAN, VXLAN, or any other 

network construct to make a trust decision.  Just don’t.  If you positively 

must do so, such as with a legacy endpoint, do so judiciously, and scope 

that trust as tightly as possible.  

Every device, user, and network flow is authenticated and 

authorized 

See the discussion about the always present threat above.  

Policies must be dynamic and calculated from as many sources of 

data as possible 

As we discussed earlier, this is already a feature of many cloud native 

platforms and those same platforms, such as Kubernetes, provide many 

interesting data points that can be considered when making a policy 

decision.  One example here is the use of Kubernetes Service accounts. 

Service accounts allow for automated access to the Kubernetes API 

server.  Without them, there is no way to identify different automated 

services making calls into the Kubernetes API itself.  By using that service 

account as another piece of metadata that can be referred to in a policy, 

you allow a finer-grained control over exactly what services are allowed 

to make what calls into the Kubernetes API.  Similar examples can be 

used for namespaces, etc.  

An interesting corollary to this is that a policy should be designed and 

scoped to describe what the policy should do, not how it should be done. 

For example, a policy might state that a given application’s load balancers 

should be able to communicate with that same application’s worker 
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processes using a given protocol.  It should not specify how that 

restriction should be made.  That allows that same policy to be rendered 

in different places, and at different layers of the stack.  One policy that 

spans multiple enforcement points rather than disparate policies that 

must then, manually, be kept in sync.  

For example, let’s say you have a policy goal of only allowing a specific 

type of API call to be made from a given set of application workloads to a 

given set of databases.  That policy goal could be rendered both in the 

network layer (only allowing a specific protocol between the application 

workloads and the databases) and in the application layer (by only 

allowing a specific URI in the gRPC cal).  If that policy has to be written 

twice (once for the network, and once for the application layer), then 

those policies must manually be kept in sync.  For example, you may 

decide to change the population of application workloads that can make 

that API call.    This means that you must remember to update both the 

network and the application policy.  If you don’t, there will be a policy 

mismatch, and the change will fail.  However, if that policy can be written 

just once, and automatically rendered in both the network and 

application layers, there is no need to manually keep them in sync.  In 

this case, the change would automatically be rendered in both the 

network and the application space. 

How about the broader environment? 

Is there applicability as the application environment extends beyond the 

cloud-native boundary?  

Most certainly.  The whole concept of the Zero Trust model is one where 

you have to establish a trust relationship with the endpoints in a 

conversation, one where the location is not just not the only 

consideration, but most often not even a major one.  As more endpoints 

in the application space end up being located external to the data center 
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(think IoT, for example) we must find a way of establishing a level of trust 

with them as well.  Since zero trust’s model specifically discounts the use 

of network location as a mechanism to determine trust, if you are 

following that model, and are employing mechanisms to build a zero 

trust environment, you will be well-placed to securely extend your 

application footprint beyond the data center’s increasingly permeable 

membrane. 

Conclusion 

Not only can you say that “Zero Trust Networking’s time has come, but” 

you can also say “Zero Trust Networking has come just in time.”  The 

forcing function and the enabling technologies are the same, the 

meta-data driven, distributed cloud-native application delivery 

environment.  If you are not already considering this architecture as part 

of your cloud-native strategy, you need to.  If implemented correctly, it 

not only provides a more secure environment, it does so in a simple, very 

developer, operations, and organizational friendly manner. 
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About Tigera 

Tigera delivers solutions for secure application connectivity for the cloud 

native world. Tigera technology is used by the world’s largest enterprises 

and public cloud providers to power connectivity for application 

development and deployment and to address the connectivity and 

security challenges that arise in at-scale production. Tigera Secure meets 

enterprise needs for zero trust network security, multi-cloud and legacy 

environment support, organizational control and compliance, and 

operational simplicity.  Tigera Secure builds on leading open source 

projects Kubernetes, Calico, and Istio, which Tigera engineers help 

maintain and contribute to as active members of the cloud native 

community. 
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